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1. Overview Coordinating multiple arms is hard:

CLS-DP instead enables implicit coordination
under partial observability
— each agent infers a collaborative latent from its 
local RGB observation alone, with no shared views, 
global state, or communication required.
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Stage 1 — Contextualizer
A CVAE infers a coordination-aware 
latent from local RGB observation and 
task instruction; the posterior encodes 
privileged future joint trajectories of all 
agents, distilled into an observation-
conditioned prior via KL regularization.

Stage 2 — Action-Expert
Each decentralized diffusion policy 
denoises an action sequence conditioned 
on the collaborative latent via cross-
attention, with local obs. and state 
injected through FiLM layers.

CLS-DP nearly doubles the best centralized baseline 
— fully decentralized and parameter-efficient.

I. Quantitative Results — Success Rates & Model Efficiency

II. Qualitative Findings — Coordination Failures Resolved

Object Drop Resolved
Without the collaborative latent, unsynchronized lifting 
causes one agent to drop the object. CLS-DP tightly 
synchronizes both agents' lift timing.
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2. Method

3. Experiments
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Balanced Lifting
Imbalanced asymmetric lifting causes a backward tilt and 
drop. CLS-DP coordinates lift force across agents to keep the 
object level.

Collision Avoided
Violating strict sequential dependency causes inter-agent 
collisions during simultaneous picking. CLS-DP respects the 
required pick order.
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Key Contributions

Scalable by DesignTruly Decentralized

At inference, each agent acts 
from only its local RGB view 
and a shared instruction

— no global views, no explicit 
state, no communication.

Per-agent computational cost 
stays constant as team size 
grows, yielding the best success-
rate-per-parameter across 
multiple agents.
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